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Abstract

Thermoacoustic instabilities have hindered the development of high energy density combus-
tors, such as those in jet engines, gas turbines or rockets, for decades. They are notoriously
difficult to model and despite efforts to eliminate them, can show up unexpectedly. The
current study demonstrates how Bayesian machine learning techniques may be leveraged to
exploit noise radiation, and combustor sensor data in general, for forecasting such instabilities.
We use Bayesian neural networks to learn a functional relationship between sensor data and
measures of thermoacoustic stability or operating parameters. First, we demonstrate on a
laboratory-scale Rijke tube driven by a turbulent flame that it is possible to predict decay
rates of acoustic pulses from the spectrum of 100 millisecond combustion noise samples,
thus enabling us to monitor the combustor’s thermoacoustic stability in real time. We then
apply these ideas to predict instabilities in an experimental rocket chamber, where we use the
history of sensor data, including measurements of noise (dynamic pressure), temperature,
static pressure, etc. to predict instabilities upto 250 milliseconds before they occur. The
Bayesian nature of our algorithms allows principled estimates of uncertainty to accompany
each prediction while the technique of Integrated Gradients lets us interpret our models.

It is hoped that this study will serve as a first step towards establishing Bayesian machine
learning techniques as a tool to help us discover interesting relationships in combustor data

and build trustworthy, robust and reliable combustion prognostics or sensor validation.
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Chapter 1

Introduction

1.1 The problem of thermoacoustic instabilities

Thermoacoustic instabilities are a potentially catastrophic phenomenon arising in combustion
chambers from the coupling between unsteady heat release and acoustic waves. The large
pressure oscillations resulting from this interaction can cause extensive structural damage,
high rates of heat transfer and component failure. An accurate predictive model of this
phenomenon eludes researchers even today and designers of high energy density combustors
such as those in rocket thrust chambers, jet engines or gas turbines, therefore, remain worried
about thermoacoustic instabilities.

The earliest reported observation of this phenomenon by Higgins dates back to 1777,
while the rst qualitative explanation was proposed decades later by Rayl2@jhwho
realized that the driving mechanism of these oscillations is similar to that of a piston engine.
In thermoacoustics, a continuous ame behaves like the periodically ignited gas while
an acoustic wave is the piston-analogue which periodically perturbs the ame. If this
perturbation is such that more heat is released during moments of high pressure, as occurs
in a piston engine, then there is more available work which, if not dissipated, increases
the oscillation amplitude, leading to instability. This understanding was mathematically
guanti ed by Chu [4], who formulated the Rayleigh criterion for instability as follows:

ZyZy ZyZy
. pdx;t)gdx; t)dvdt> o f (x;t)dvdt (1.1)

wherep®andq® are the perturbations in pressure and the heat release, respettively,
andf are the period of oscillation, the combustor volume and the wave energy dissipation,
respectively.



2 Introduction

Passive design modi cations are the rst line of defense against thermoacoustic insta-
bilities available to designers. These are easier said than done. The phase lag between
pressure and heat release rate uctuations, which governs the thermoacoustic stability of a
system, is exquisitely sensitive to system parameters and dependent on multiple mechanisms
with different scaling behaviours— hydrodynamic, acoustic and combustion. This makes
accurate computational modeling very challenging. The complex, sensitive dependence on
various system parameters also means that thermoacoustic instabilities can recur in the later
developmental stages of an engine. It is not uncommon for component tests or even full
combustor tests to proceed without issue but then have instabilities crop up in full engine tests.
Designers, therefore, have to learn to live with thermoacoustic instabilities by incorporating
large stability margins so that unstable "noise islands" in the operating parameter space are
completely avoided. However, being too conservative with stability margins can come into
con ict with other design objectives. For example, modern gas turbines must adhere to
strict NOx emissions standards, but this forces them to operate at leaner fuel-air ratios where
they're also more likely to be unstable. There is therefore a need to operate these systems
ever closer to the precipice of instability and a concomitant need for techniques which can
presage the onset of instabilities.

1.2 Combustion noise as diagnostic tool

The noise radiated by a turbulent combustor is generated by deterministic uid dynamic
and combustion phenomena such as unsteady uid dilatation due to uctuating heat release
and the acceleration of vorticity or entropy waves, then modi ed by acoustic re ections off
boundaries.j]. We can therefore reasonably expect far- eld pressure measurements to carry
information about the state of its underlying dynamical system, the combustor. Inspired by
Zelditch [29] who answered Kac's whimsical question "Can you hear the shape of a drum?"
[10] by proving that the eigenfrequencies of vibration determine the shape of an analytic
and convex membrane uniquely, our study seeks to isolate useful information about the state
of the combustor from the power spectra of noise samples from a turbulent combustor. An
ability to "hear the state of a combustor” wouldn't merely satisfy our theoretical curiosity,
but would carry important practical implications. For example, it would mean that the noise
can independently serve as an early warning prognostic for thermoacoustic instability or
or other dangers like blowoff. Additionally, in systems such as gas turbine power plants,
aircraft engines or rocket engines where sensor failures are a very real concern, the ability
of pressure measurements to validate the readings of other sensors such as owmeters
would make the system more robust to sensor failures. Unlike optical diagnostic techniques,
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pressure measurements are more easily accessible in elded combustors and utilizing them
as extensively as possible can improve the operating safety of these systems.

Historically, there has been a great interest in understanding and modeling combustion
noise. This interest, however, stems not so much from an appreciation of its diagnostic
value but rather due to noise pollution concerns, such as the increasing share of combustion
noise in an aircraft's noise budgei][or the detrimental effects of furnace “roar” in the
factory environmentg0]. The driving force behind much of the combustion noise literature
was, therefore, the desire to mitigate noise through a better understanding of its production
mechanisms. Pioneering theoretical work by Lighthill in aeroacousti§isyjas extended
to the analytic study of combustion noise by Stratdd],| who used Lighthill's acoustic
analogy to derive a formula relating the far- eld acoustic perturbation to heat release rate

uctuations by treating the turbulent pre-mixed ame as an assembly of monopole sound
sources. It was also noted early dd] that noise can be generated by entropy homogeneities

in regions of accelerating ow when combustion occurs in con ned chambers. Aside from
theoretical analysis, various empirical correlations that try to predict the overall noise level
[25] or the spectral characteristics (peak frequency, slope of rolloff in the high-frequency
range, [L] etc.) as a function of operating conditions were also obtained from experimental
data by several researchers. With computing power becoming more easily accessible, more
recent studies have employed numerical simulations to predict combustion noise for open
ames as well as complex geometries. One stuglyemployed a model for predicting
direct combustion noise generated by turbulent non-premixed ames where the Lighthill
acoustic analogy was combined with a amelet-based combustion model and incorporated
into an LES simulation. Their predictions matched well with experimental results although
discrepancies were noted at the high frequency end of the spectrum. The hybrid CHORUS
method p] combined LES simulations of the combustion chamber to extract the acoustic
and entropy waves produced in the active combustion region and used analytical methods
for propagating these waves through the rest of the engine to predict the noise output. Their
method also achieved favourable comparison with experiments.

While the direct problem of modeling the noise from a turbulent combustor as a function
of different operating parameters has long since been the object of intense scienti ¢ investi-
gation, the inverse problem of inferring conditions inside the combustor from the noise for
diagnostic purposes is relatively understudied. The thermoacoustic instability community,
however, has taken a keen interest in using noise as an indicator of impending thermoacoustic
instability. Making some simplifying assumptions about the combustion noise generation
process, Lieuwenl[2] used the decay rate of autocorrelation to determine the stability margin
of a combustor. Several subsequent studies have borrowed tools from nonlinear dynamics and
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applied these to combustion noise time-series for obtaining useful precursors of instability.
Gotoda et al. §] employed the Wayland test for non-linear determinism to show that when a
system transitions to thermoacoustic instability, the combustion noise too changes its charac-
ter gradually from random and uncorrelated to completely deterministic. In a similar vein,
Nair and colleaguesl[/] have reported on the disappearance of the multifractal signature
of combustion noise as it transitions to instability and note that representative measures of
this such as the Hurst exponent can serve as an early warning of thermoacoustic instabilities.
The utilization of combustion noise for diagnostic purposes should not be understood to be
limited solely to the forecasting of thermoacoustic instabilities. Acoustic precursors from
combustion noise spectra have also been developed for lean blowout in a pre-mixed ame by
Nair and Lieuwen 16] using the concentration of acoustic power in low-frequency bands,
wavelet- Itered variance and thresholding techniques. Murayama etl&].hpve used

the weighted permutation entropy of combustion noise to do the same for their model gas
turbine combustor. There have also been attempts to use noise data analysis for predictive
maintenance and condition monitoring in industrial gas turbines.

1.3 The case for Bayesian machine learning

The issue with using hand-crafted features, such as the studies cited in the previous section,
to extract information from combustion noise, isn't simply the fact that one needs to invest
considerable amounts of time, effort and ingenuity to come up with them. Another major
limitation of such an approach is that by looking at the data through a pre-de ned lens,
we may render ourselves blind to some of the other relevant information that may yet
be present in the data. Machine learning techniques, on the other hand, learn to model
relevant functional relationships in the data automatically and independent of a researchers'
preconceived notions. Deployed correctly, they also seek to utilize all of the available
information in the data so as to maximize predictive power. The downside of such a purely
data-driven approach, however, is that any measure derived from this is not portable and
only applicable to the speci ¢ system which generated the data. Of course, this criticism
can be levelled at physically motivated diagnostic measures as well, as these too may fail to
apply to domains where their underlying assumptions do not hold. Nevertheless, to address
this issue of limited portability and the fact that acoustic emissions are an imperfect source
of information, the Bayesian machine learning technique we have employed in this study
ensures that we always have principled measures of uncertainty in our predictions. This is
so that the model does not make overcon dent predictions, especially when it encounters
unfamiliar, so-called "out of distribution™ inputs which are entirely different from what it
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was trained on. The consequences for failure in a system like a jet engine or a gas turbine in
a power plant are quite severe and uncertainty estimates can help offset the risk of deploying
a machine learning model in such a high-stakes environment. Bayesian machine learning
techniques with correctly speci ed priors can also work with smaller amounts of data and
are resistant to over tting, since Bayesian inference automatically embodies the "Occam's
razor". [7] These are issues many commonly used machine learning models struggle with.
Another common critique of machine learning techniques is that they are black-box models
whose decision-making criteria are completely opaque to the user. However, thanks to the
furious pace of research into interpretability in statistical learning, this no longer holds true
today. Here, we have used a technique known as Integrated Gradénis (inderstand

which helps us understand which features in the acoustic spectrum of combustion noise are
driving the predictions of our Bayesian neural network ensembles.

An outline of the particular approach we have taken here is as follows. We performed
experiments on a Rijke tube driven by a swirling, noisy, premixed and turbulent ame. The
fundamental harmonic of the tube was found to be excited at higher powers and equivalence
ratios due to thermoacoustic instabilities. The power, equivalence ratio, fuel composition and
the boundary condition at one end of the tube were all varied so that far- eld noise data could
be collected over a wide range of operating parameters. In this range, the combustor went
from being very stable thermoacoustically to the precipice of instability, where the margin of
stability was measured by the decay rates of acoustic pulses supplied by a loudspeaker at the
fundamental frequency of the Rijke tube. The challenge we then set ourselves was to predict
the power, the equivalence ratio and the measured decay rate at that operating condition,
using only 100 ms samples of the combustion noise as inputs to our Bayesian neural network
ensembles. Conditions in an engine or turbine could potentially change rapidly and it is
therefore imperative in such a situation to base decisions on only the most recent sensor data
history.

Having used the laboratory scale system as our proving ground, we set our sights on a
larger, real-world system— a thermoacoustically unstable experimental rocket thrust chamber
operated by DLR Lampoldshausen. Here, however, we did not have measured decay rates
to train our neural network ensembles on, as we did for the Rijke tube. The chamber was
not only out tted with multiple noise (dynamic pressure) measurement devices, but also
thermocouples, static pressure sensors etc. To have a model capable of predicting the onset
of thermoacoustic instabilities, we had to formulate our machine learning model slightly
differently. We set up a non-linear autoregressive model with exogenous inputs (NARX)
model, where our Bayesian neural network ensemble takes recent sensor data history as input
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and tries to predict the maximum amplitude of dynamic pressure that can occur in the future,
within a certain prediction horizon.



Chapter 2

The Rijke tube

2.1 Experimental Apparatus

The experimental apparatus used in this study is schematically represented in Figure 2.1.
The mouth of an ordinary Bunsen burner is modi ed by attaching a small connecting tube
equipped with swirler vanes and a nozzle featuring a large central hole for the main ame and
smaller holes surrounding it for the pilot ames. A mixture of methane and ethylene is used
as fuel and premixing with air is achieved in a T-junction. This setup successfully produces
a noisy, swirling, premixed turbulent ame that is stable for a wide range of operating
conditions. The burner is placed inside a steel tube of length 0.8 metres, which serves as our
“combustion chamber” and excites thermoacoustic instabilities. Annular discs can be attached
to the downstream end of the tube in order to change the acoustic boundary conditions.

The noise is recorded by a G.R.A.S. 26 TK microphone placed near the bottom end of the
tube. The raw pressure signal is sampled at 10000 Hz, which is considerably higher than
the dominant frequencies in the typical noise spectra. Data acquisition is managed using a
National Instruments BNC-2110 DAQ device and the software LabVIEW. Flow rates for fuel
and air are controlled using Bronkhurst EL-FL@\5elect owmeters. A 70 W VISATON
3020 BG loudspeaker is placed near the base of the burner to supply the acoustic pulses we
use to quantify the stability of our system.

900 unique combinations of operating parameters were explored. In the course of this
sweep through the parameter space, methane: ethylene ratios of 4:3, 1.1 and 5:4 by volume
were achieved, equivalence ratio was changed in steps from to 0.68 to 1.08, burner powers
ranged between 300 kW to 650 kW while the boundary condition at the top end of the tube
was changed from no plate to plates with diameters 75, 65 and 55 mm. For each combination
of operating parameters, the combustion noise was recorded and the decay rate of a 50
millisecond-long acoustic pulse at 230 Hz (the fundamental harmonic of the steel tube which
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Fig. 2.1 Schematic of Experimental Setup

Fig. 2.2 a) Rijke tube excited by a 100 ms sinusoidal pulse b) Filtered signal with best- t line
inred
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is excited when the setup becomes thermoacoustically unstable) was obtained. To extract
the decay rate, the microphone signal is processed in a manner similar to Schum@8gt al |
First, a Butterworth Iter, with a width of 20 Hz and centered at the excitation frequency 230
Hz, is used to Iter out all the undesired frequencies. Then a Hilbert transform is applied
to obtain the instantaneous amplitud€t), of the pressure signal. When the logarithm

of the obtained amplitude is plotted against time, it is possible to identify a linear region
corresponding to exponential decay. The slope of this region then corresponds to the decay
rate of the oscillations. It is therefore enough to identify this linear region and then t a
rst-order polynomial to extract the decay rate. To isolate the linear region, we ignore 50
ms of data immediately after the ping to eliminate the initial nonlinearity. The noise oor

is computed from the RMS value of the pre-pulse signal and the decaying signal is cut-off
when it decays to two times this value.

The measured decay rate characterized the stability of the combustor well. As we
approached the higher powers and equivalence ratios where the combustor became thermoa-
coustically unstable, the decay rate was observed to gradually to go to zero, indicating the
distance from instability.

2.2 Overview of Statistical Tools

2.2.1 Bayesian neural network ensembles

The problem here is to model the functional relationship between the acoustic power spec-
trum of a noise sample and scalars such as the measured decay rate, equivalence ratio or
power. Deep neural networks have been successfully used in such supervised learning tasks.
However, in critical use cases such as ours, where the point estimates returned by a standard
neural network are insuf cient and uncertainty quanti cation is needed, a Bayesian approach
to the training of our neural network§] is necessary. This essentially entails placing a
sensible prior probability distribution over the parameters of the network and inferring the
posterior distribution over parameters using the observed data and Bayes' rule. In addition
to uncertainty quanti cation, Bayesian neural networks offer other advantages. They are
resistant to over tting, can work with small amounts of training data and can be used in
continual learning without catastrophic forgetting. The last quality is particularly important
if we want to build a diagnostic tool which keeps learning from machine data throughout the
operating lifetime.

Nonetheless, training a Bayesian neural network can be technically challenging and
computationally expensive. Exact inference is intractable and the gold-standard technique to
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integrate over the posterior, Markov Chain Monte Carlo, can be inef cient. Researchers often
resort to variational approximations of the true poster8rparametrizing the posterior and
minimizing the Kullback-Leibler divergence between this variational distribution and the
true posterior during training. However, while computationally cheap, mean- eld variational
inference too has its drawbacks such as not maintaining correlations between parameters.
Recently, a different method to train Bayesian neural networks, based on ensembling, has
been proposedlP]. This new method is cheap, simple, scalable and yet manages to out-
perform variational inference in several uncertainty quanti cation benchmarks. Consider
a data sefxn;yn), where each data point consists of featurgg RP and outputy, 2 R.

De ne the likelihood for each data point @y, j q;%n;S2) = N (Ynj NN(Xn;q);s2), where

NN is a neural network whose weights and biases form the latent varigtdes's 2 is

the data noise. De ne the prior on the weights and biagés be the standard normal

P(d) = N (g Mprior; Sprior): The anchored ensembling algorithm then simply does the
following:

1. The parametersg;; of eachj-th ensemble member of our neural network ensemble
are initialized by drawing from the prior distributidt (Mprior; Sprior) -

2. Each ensemble member is trained ordinarily (e.g. using stochastic gradient descent)
but with a slightly modi ed loss function that "anchors" the parameter values to their
initial ones. The loss function for theth ensemble member is given hpsSnchorj =
iy 9ii3+iS¥2q  qojjj3, where the-th diagonal element @ is the ratio of data
noise to the prior variance of theh parameter.

Pearce et al.19] prove that this procedure approximates the true posterior distribution
for wide neural networks. In our study, we trained an ensemble of 10, two-layer neural
networks with 25 nodes in each layer and ReLU activation. The inputs to our network were
501 dimensional, with the rst predictor being the RMS amplitude of a noise sample and
the remaining 500 elements the amplitude-normalized power spectrum obtained from the
Fourier transformed 100 ms noise sample. The outputs were the decay time scale (inverse
of the measured decay rate), equivalence ratio and power. Before training the network,
all the input variables and outputs were normalized to have mean zero and unit standard
deviation. 20% of the data, that is, noise samples from 180 randomly chosen operating
parameter combinations were held out in the test set for evaluating the performance of the
model. 10-fold cross-validation was performed where 10 different models were trained using
10 random, train-test splits. This ensures the stability of our algorithm's performance with
respect to different train-test splits. Each ensemble member was trained using the stochastic
gradient descent optimizer ADAM]]. The tunable hyperparameters such as the learning
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rate, the data noise, the number of nodes in each layer were optimized by minimizing the
log-likelihood of data in a validation set.

2.2.2 Interpretation using Integrated Gradients

To attribute the predictions of our network ensemble to the input features we use the tech-
nique of "integrated gradients". This is a simple, scaleable method that does not need any
instrumentation of the network and can be computed easily using a few calls to the gradient
operation. Now, gradients of the output with respect to the input is a natural analog of the
linear regression coef cients for a deep network. Unlike the linear setting where the coef -
cient characterize the relationship between input and output variables globally, a gradient
merely characterizes the relationship between a predictor variable and the output locally in
a highly nonlinear neural network model. The main idea behind integrated gradients is to
compute the path integral of the gradient of outputs w.r.t. the inputs from a baseline input to
the input at hand. For an image recognition algorithm, a completely black image could be
the baseline while for a regression problem like ours where the input variables were centered
and normalized, an input of all zeros is a reasonable baseline. We consider the straight-line
path (inR") from the baseline®to the inputx, and compute the gradients at all points along
the path. The integrated gradieRnt along ithle dimension is then de ned as follows.

IntegratedGrads= (x X)) .-, Wda

This integral is computed numerically. Accumulating the gradients with a path integral
in this manner ensures that we don't end up with end up with a local picture but rather an
estimate of the aggregate in uence wielded by each predictor variable over the outputs.

2.2.3 Precursors of thermoacoustic instability from the literature

Nair and colleaguesl[/] suggested that there is a loss of multifractality in combustion noise
as combustors progress towards combustion instability, which is re ected in a decline of the
signal's second-order generalized Hurst expoi&nprior to an instability. The generalized
Hurst exponenHg is computed from the scaling of tligth order moments of the signal.
Thus for a time serieg(t), H(Q) is de ned by the expression

hig(t+t) g(t)j%, toH@ (2.1)

whereg> 0, t is the time lag and averaging is over the windows t. For our study, we
calculated the Hurst exponent using 1 second slices of the dynamic pressure sensor data
(10000 data points) and time lags of upto 0.001 seconds.
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Lieuwen [L2] derived an effective damping coef cient for a thermoacoustic mode
in terms of the decay ratg of the autocorrelatiol€;(t) of theith acoustic modé;(t),
assuming the combustor to be a second-order oscillator, the background noise to be spectrally
at and no parametric distHrbanceS. q

Ci(t)= e WXt(coqwit 1 x?)+ plx—xizsin(wit 1 x2)

The computation of this autocorrelation decay rate is similar to how we computed the
decay rate of the acoustic pulses. A 1-second long sample of the raw pressure signal is
rst put through a Butterworth lter centered around the frequency of interest (here, 230
Hz) to obtain the signati(t). The autocorrelatiofi(t) is then obtained as a function of
the lag timet and its envelope determined through the Hilbert transform. The slope of the
least-squares tted line through the logarithm of the autocorrelation amplitude then gives us
the desired effective damping coef ciext We expect this quantity to tend towards zero as
our system approaches instability.

The code used to produce these results may be found in the Github repository linked
below.

https://github.com/Ushnish-Sengupta/FYR.

2.3 Results

As discussed in the previous section, we trained an ensemble of neural networks which takes
the power spectrum of a noise sample as input and predicts the inverse of the measured
decay rate (the decay timescale), the equivalence ratio and power. Figure 2.3 shows that
the performance of the ensemble on the training and test data, the decay timescales are
predicted quite accurately. In the course of our 10-fold cross-validation, the root mean
squared prediction error ranged from 0.023 seconds to 0.027 seconds. This indicated to us
that our algorithm is stable to variations in the training-test split. It is particularly interesting
to note how the grey errorbars { S.D.) widen for the operating points closer to instability,
corresponding to larger decay timescales. This is because there are comparatively fewer data
points close to instability making the ensemble less certain about its predictions in that region,
a demonstration of how principled uncertainties prevent blind overcon dence in our machine
learning models. Nevertheless, even with the slightly larger uncertainties and prediction
errors for those points, this algorithm can clearly indicate when the system is inching closer
to thermoacoustic instability.

We also trained our ensembles to recognize the equivalence ratio and burner power from
when a 100 ms noise samples was generated. The neural networks were able to do this as
well, providing evidence for the claim that one can indeed hear a combustor's state (or at
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Fig. 2.3 Plot of measured decay rate vs decay rate predicted by neural network ensemble
from noise samples (left: training data, right: test data)

the very least, two of its most important state variables)! Figure 2.4 and 2.5 show the true
values of these variables plotted against the predictions of our ensembles and yet again a
tight spread around the=y line of ideal predictions is clearly seen. The root mean squared
error when predicting the equivalence ratio ranged between 0.038 to 0.043 while the error
for the power varied from 10.5 kW to 12.6 kW.

For each ensemble of trained neural networks, we can use the technique of integrated
gradients to produce feature-level attribution plots, which can tell us whether a particular
predictor in uenced the prediction for a particular input positively or negatively, and by how
much. For example, we applied the technique to the decay rate prediction ensemble for an
input with a decay timescale of 0.44 seconds and obtained the attribution plot in Figure 2.6.
The most prominent features that stand out are the large positive attributions for the amplitude
and the frequency component around the fundamental. Clearly, the model has observed that
for making a prediction that the system is close to instability, the overall noise level as well as
the concentration of acoustic power around the fundamental frequency has to increase, which
makes physical sense. Itis intriguing, however, that almost all of the predictor variables seem
to make meaningful contributions to the nal prediction and if the information coming from
these were removed, it would actually reduce the accuracy of predictions. For example, there
is a particularly noticeable dip in the frequency band around 2070 Hz, which suggests that
there is a sharp drop in acoustic power in that region when the system tends to instability.

To compare our technique for predicting incipient thermoacoustic instability from ra-
diated noise against popular ones in the literature, the Hurst exponent and the decay of
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