Abstract

Flow Magnetic Resonance Imaging (Flow-MRI) provides non-invasive 3D ve-
locity measurements of blood flow but suffers from low spatial resolution and
signal-to-noise ratios. Existing methods for noise removal involve averaging across
multiple scans, resulting in long scanning times. In this project, we infer the blood
vessel geometry and velocity profile of perpendicular slices through a carotid
artery from single, noisy 2D Flow-MRI scans. We developed a Bayesian inverse
problem approach to reconstruct 2D velocity fields and vessel boundaries by as-
similating data to a Poisson flow model. Boundary geometries are regularized
by enforcing lower bounds on smoothness, while a Gaussian prior distribution
restricts pressure gradient across vessel cross-sections. Solutions to partial dif-
ferential equations were found numerically using finite element methods, with
programs written in C4++ and using parallel-processing.

The produced velocity profiles and boundary geometries have sub-pixel reso-
lutions and higher accuracies than current methods while requiring fewer Flow-
MRI scans. We have shown that we can use diffuse domain and adaptive refine-
ment techniques for our 2D approach, increasing computational efficiency relative
to methods using uniform meshes. Our results were validated against existing
data on carotid artery flow properties and geometries, falling within acceptable
ranges. Finally, we illustrate how inferred 2D boundaries could provide good
initial guesses for 3D blood vessel geometry reconstruction in Navier-Stokes flow
models. Our work can be readily extended to incorporate prior boundary knowl-
edge from density data, use time-dependent and non-Newtonian flow models and
employ higher polynomial order finite elements.
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1 Introduction

Flow Magnetic Resonance Imaging, or Flow-MRI, is a non-invasive, radiation-free method

to visualize blood ow, providing three-dimensional velocity measurements. Currently, scans
su er from relatively low spatial resolutions: a large blood vessel is typically spanned by only
10-20 pixels. Additionally, Flow-MRI scans are corrupted by signi cant signal noise, with
signal-to-noise ratios (SNR) as low as 2.4 in some of the cases examined (see section 6.1).
These factors make it di cult to extract useful diagnostic information from a single unpro-
cessed scan. Further, while spatial resolution can be increased, this increases the standard
deviation of noise.

The standard approach to eliminating noise involves averaging across multiple scans, re-
sulting in long scanning times of between 30-60 minutes and inaccuracies due to patient
movement [14][15][16]. This is not only time consuming, it also o ers no improvement to
spatial resolution. Healthcare professionals commonly estimate ow rates by approximating
the vessel cross-section by a circle and assuming parabolic velocity pro les (using the peak
measured velocity) [11][17][18]. Alternatively, the areas of pixels inside the blood vessel are
multiplied by their corresponding velocities and summed [19].

Current methods for noise removal overlook our prior knowledge of physical ow be-
haviour. Real ow pro les are constrained by conservation laws of mass and momentum,
and are well described at the boundary by the no-slip condition. Restricting inferred ow
pro les to agree with these conditions allows us to extract more information from scans,
which can greatly enhance the e ciency of Flow-MRI. The application of this idea forms the
premise of our project.

The objective is to nd the velocity eld with the highest probability from a single,
noisy 2D Flow-MRI scan. We assimilate the scan data to a high-resolution Poisson ow
model (described below), inferring the vessel geometry and ow properties to reconstruct the
velocity eld. Data is collected by taking a perpendicular slice through the blood vessel and
obtaining the velocity eld perpendicular to this slice. We make four key assumptions to
simplify the problem:

1. the ow is incompressible,
2. the uid is Newtonian (viscosity una ected by shear rate),
3. the ow is steady,

4. the slice is through a vessel of in nite length and uniform cross-section.

The last two of these are serious approximations. However, they can still be justi ed for the
simplicity they allow for larger blood vessels with low curvatures and rigid walls, such as the
carotid artery. Applying these assumptions reduces the Navier-Stokes equations describing
the ow to Poisson's equation. We begin with the Navier-Stokes equation:
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Combining our third and fourth assumptions gives a ow with no radial or circumferential
velocity and constant axial velocity. Therefore we can write:

@_ _  _@u__ |
@t—ur—u—@zo . (2)

Substituting these into the Navier-Stokes equation (1) gives us Poisson's equation

) up=f (zlgg ; 3)

While the forcing term in equation (3) is a spatially varying eld f = f(r; ) across the
vessel cross-section, variations from a uniform (constant) eld are su ciently small to justify
neglecting the pressure gradient%fand %".

Henceforth we will refer tou, by u to describe the velocity eld perpendicular to a slice.
The velocity eld is parameterized by the boundary geometry and a forcing eld across
the vessel cross sectioh. Solutions to partial dierential equations (PDEs) were found
numerically using nite element methods (FEM). Programs were written in C++ and used
parallel-processing.

Figure 1: Diagram demonstrating the mapping of parameters to a 2D velocity elds is a
vector of ow parameters, operatorZ maps these to a velocity eld.

Producing the velocity eld with highest probability is equivalent to maximizing the pos-
terior probability of the parameters andf. We can represent this Bayesian inverse problem
as the minimization of an objective functional augmented by the physical ow constraints:
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J(u;f, vy )= U+ M (u;f, ;v)+ D(; )+ F(f) 4)

where U is the model to data discrepancyM is the variational form of Poisson's equation
(3), D is the variational form of the viscous Eikonal problem (used to implicitly de ne the
boundary, discussed in section 4.1.2) arfé is the prior for the forcing eld f. Parametersv
and are elds giving the Lagrange multiplier (or adjoint variable) at each spatial location
and are used to enforce the two model constraints. Minimizing this functional yieldeax-
imum a posteriori estimates forf and . An important item of note is that the model to
data discrepancy termU gives the squared di erence between the velocity eldi and the
data u’. This encodes our assumption that the noise is additive and Gaussian. This is a
good assumption forb = 65 > 2.5, wherea is the magnitude of the signal and is the
standard deviation of the noise [13]. In nding the minimum of] , we use gradient descent
combined with a line search to optimize the step size (which gave super-linear convergence
with order p = 1:10). An algorithm giving an overview of a single gradient descent step has
been included below.

Algorithm 1 Gradient Descent for Iterationn

Require: Previous level set eld , i, previous forcing eldf, ;
Ensure: Perturbed level set eld ,, perturbed forcing eld f,

1: Viscous Eikonal problem( , 1) . Section 4.1.2
2. u  Poisson problem(';f ,, 1) . Section 4.2.5
3: Uexp  Expanded Poisson problenf’;f , 1) . Section 4.2.5
4: v Adjoint problem (';u;u ?) . Section 4.2.4
5:' 0 Boundary perturbation ('; U exp; V) . Section 4.2
6: 0 Forcing eld perturbation (;v ) . Section 5
7 Line search(’;' %f, 1;f%u?) . Section 4.5
g o, '+ 0

9f, f, +f0°

=
=

return  ,;f,




Figure 2: Flowchart illustrating objective functional minimization via gradient descent.

2 Prior Work

This project builds upon existing work in the eld of blood vessel ow reconstruction from
Kontogiannis et al. [1][2]. Of particular note is our use of the viscous Eikonal problem and
corresponding boundary perturbation and shape derivative equations developed by Konto-
giannis et al. Previous work used Navier-Stokes ow models to reconstruct 3D velocity elds,
e ectively Itering noise from low SNR data while accurately reproducing high SNR data
without over tting. Their FEM implementation used a stabilised cut-cell technique to handle
complex boundary geometries. For rst order elements, this consists of taking a plane cut
through mesh cells intersecting boundaries to create new polygonal cells that conform to the
boundary shape.

Figure 3: Examples of possible cut-cell types for rst order elements. Taken from [2].



Figure 4: First row is low SNR Flow-MRI data, second row is ow reconstruction after
assimilation of low SNR data, third row is high SNR data for validation. Columns give
velocity components in 3 Cartesian axes. Taken from [1].

The cut-cell method avoids the need for body- tted meshes while maintaining accuracy
near boundaries. There are two limitations to this approach. The rst is that it can only
be applied to uniform meshes, which is computationally expensive. The second is that it re-
quires deriving expressions for FEM integrals in intersected cells, the number and complexity
of which increase rapidly with the polynomial order of the nite element. This makes the
use of Taylor-Hood elements di cult, which are standard in uid modelling (elements are
guadratic for velocity and linear for pressure).

In this project, we use the diuse domain method to replace cut-cells, allowing for the
exibility to use higher order elements. Furthermore, we implement adaptive mesh re nement
to decrease computational cost while maintaining high levels of accuracy.

3 Literature Review

A possible application of this 2D approach is to use it for an approximate 3D segmentation
for the blood vessel boundary. This could used as a good initial guess for 3D approaches
using Navier-Stokes ow models. Alternative methods for providing initial guesses could
involve traditional image processing techniques. Active contour models represent boundaries



as parametric curves, evolving under internal smoothness forces and external image-driven
forces to minimize an energy functional [9][10]. While active contours share conceptual sim-
ilarities with our approach, they rely purely on geometric information, lacking the physical
ow information that ensures that the inferred boundary geometries are consistent with the
underlying uid dynamics.

Data-driven methods such as convolutional neural networks could also be employed to
delineate blood vessel boundaries [8]. If one opts for the use of supervised learning, a large
number of Flow-MRI scans paired with accurate boundaries would be required to train the
model. This would be di cult, since in reality it may be impossible to determine the true
blood vessel geometry. Approximations for the boundary could be drawn by hand, though
this would be extremely tedious and time consuming. Instead, one could use an unsupervised
learning approach in conjunction with some prior physical information encoded in the model
to infer boundary geometries. The latter could involve the use of smoothness penalties and
geometric constraints to ensure that the model searches for smooth, approximately circular
boundaries. Some physical information about the uid pro le may also be incorporated into
the cost function. If such an implementation were successful, it would probably be faster in
segmenting the vessel geometry than our current method. However, due to our lack of access
to a large database of Flow-MRI scans at the start of this project, as well as the physical
interpretability and higher accuracy of our model, we selected this Bayesian inverse problem
approach.

4 Boundary Geometry Inverse Problem

We rst simplify the problem by assimilating synthetic data with a known uniform forcing
eld of value 1 in the domain . This only leaves the inference of the boundary geometry.
The resulting physical ow for a given is therefore described by:

8
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4.1 Viscous Signed Distance Field

The boundary geometry was de ned implicitly using a viscous signed distance eld (hence-
forth vSDF). At each location, the eld value represents the distance to the closest boundary
point, with negative values inside the domain, positive outside and O on the boundary. A vis-
cous term is then added to improve numerical stability and to smooth out sharp, unphysical
boundary features (feature referring to a small irregularity on the boundary).



Figure 5: Example of a viscous signed distance eld for a circular domain.

4.1.1 Diuse Domain Method

Inference of the geometry involves handling irregular boundaries which cannot be easily
aligned with a mesh. The solution for this was to immerse the domain of interestinside a
static universal domainl. A smooth indicator function was used to determine whether a
location was inside or outside . This function is O outside of and 1 inside, with a smooth
transition at the boundary. is calculated from an input level set eld using the following
expression:

= ; 1 +tanh — ; (6)

where is constant for a given minimum cell side lengtlin.  scales proportionally toh in
order for to remain consistent with changes in mesh.

Figure 6: Plot of andjr | against level set eld for =0:1.
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Pointwise multiplication with this function converts integrals across the domain of interest
into integrals across the universal domaimh enclosing , which are easier to compute:

z z
pdx p dx (7)
|
Taking the magnitude of the indicator function's gradient {r j) gives a smoothed delta
function at the di use boundary as shown in gure 6, which can convert boundary integrals
across into integrals across the universal domain:

z z
pdx jrojpdx (8)
|

Figure 7: Indicator function of circular domain displayed on the left with corresponding
gradient magnitude jr j on the right (note that colour scales used for each diagram are
di erent).

4.1.2 Viscous Eikonal Problem

The viscous Eikonal problem is a quasi-linear PDE producing a vSDF from a given boundary.
The boundary is implicitly de ned by a level set eld (which is O at the boundary). This
problem can be interpreted as projecting level set elds onto the space of valid vSDFs (denoted
G). If modi cations push a vSDF outside this space, the viscous Eikonal problem projects
the modi ed eld back onto G. This is particularly relevant when discussing perturbing the
boundary in section 4.2. The PDE has the form of a Laplacian equation with a non-linear
forcing term:

.<:'._'O:f~(';r')=Sgr(')(J'r'J' DN UL 9)
= on

where' represents the vSDF in and". is a parameter scaling arti cial viscosity. This yields
a smooth eld with zero value on the boundary and gradient magnitude approximately equal
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tol (r 'j 1), meaning the absolute value increases by approximately 1 per unit distance
from the boundary. This can be shown more clearly by rearranging the rst of the expressions
in(9)togivejr "j=1+ sgn(" )("- '), i.e. the gradient magnitude is 1 with the addition
of a viscosity term. Before proceeding further, the sgh) = ﬁ term must be regularized to
pre-empt any numerical issues whep j is close to 0. We thus use:

X

sgnX) = pP—= 10

To nd an approximate solution to this PDE using FEM, we must rst express (9) in its
variational form (ignoring the boundary condition for now):

Z Z @ z
o' or dx+"™ dx = f.dx ; 11
| @ @ | (11)
where is the test function (equivalent to the adjoint eld) and n is the boundary normal.
The Dirichlet boundary condition is then weakly enforced using Nitsche's method [4]. This
consists of a penalty term multiplying the di erence betweenn and the required value on
by a constant factor. The factor scales With}% for the penalty strength to be consistent
across di erent mesh cell side lengths:

z
P Cgd (12)
whereg is the Dirichlet boundary condition (in this case 0) and is a scalar constant penalty
parameter. We now convert the boundary integral in (12) into an integral acrods

Z
.ﬁjr j ¢ gdx (13)

noting that a further multiplication by 1 is required to ensure the term scales appropriately
with cell side length [5]. Applying this penalty forces' to O across the smoothed delta
function, attening the eld at the di use boundary, which is undesirable (shown in gure
8). We instead use a varying boundary condition, setting to the level set eld inside
this region (which is equivalent to the vSDF close to the boundary). This can be viewed
as a Taylor expansion of the boundary condition in the normal direction. The complete

variational form is therefore:

z z : z z
@

Ir rodx+" ol @dx+ |ﬁjr ] ( ) dx = |f.dx : (14)
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Figure 8: Two plots of' sharing the same circular boundary (slices taken gt=0). Left g-
ure shows attening around O, right gure uses correct boundary condition for comparison.
Distortion near universal boundary@|lis discussed at the end of the section.

Finally, ' and are discretized using linear combinations of bilinear basis functiong,
wherek indexes degrees of freedom within the mesh (e.g. node locations such as cell corners).
This gives the following system of linear equations:

z z
Ai,-:Z"- Ir i rZ,-dx+ Iﬁjr jijdx (15)
b; = | ifodx + |ﬁjr joidx (16)
Aj'~ = bi (17)

where '~ is the discretized vSDF. Including the integral on@I(see equation (14)) makes a
negligible contribution to the vSDF other than in regions close to the universal boundary
(as seen in gure 8), while signi cantly increasing computation time, and it is thus omitted.

Distortions close to@Icould be avoided by adding padding around the input data.

4.1.3 Articial Viscosity

The arti cial viscosity parameter " encodes our prior knowledge of the boundary smooth-
ness. This term is used to set a lower bound on the diameter of geometric features on the
boundary. The appropriate”. for a given lower bound can be calculated through the di usion
width . The diusion width is the thickness of the smoothing layer around the boundary
where e ects of arti cial viscosity are signi cant. This is approximately equivalent to the
lower bound on the diameter of geometric features, with sharper boundaries being smoothed
out. scales as follows:

“h : (18)
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After non-dimensionalising the problem, we can also de ne a Reynolds numbRe giving
the ratio of convection to di usion for this vSDF:

Re = Il (29)

Re ¥2h (20)

4.1.4 Fixed Point Iteration

The viscous Eikonal problem is non-linear and must be solved iteratively. Fixed point itera-
tion is used for this purpose. The level set eld is used as an initial guess, with an initial
forcing term given byf. ( ;r ) . This produces the eld' o, which is then inserted into the
forcing term yieldingf: (" o;r ' o), in turn producing the eld ' ;. The process then repeats,
with the convergence criteria given by:

‘m m1 <a ; (21)
wherea is a constant threshold andm is the xed point iteration number.

415 Heat Method

The computation of the vSDF can be accelerated by providing a good initial guess. We can
cheaply (in terms of computational resources) calculate a good approximation for the vSDF
using the heat method, which requires solving only two linear PDEs. Heat di usion creates
isotherms that are approximately parallel to the boundary. As a result, propagating heat
away from the boundary for a short time step gives a eld whose gradient is almost parallel
to the gradient of the vSDF (illustrated in gure 9). The heat propagation step is described
by the following PDE:

1 on ; (22)

where is the time step, is the heat eld and I is the identity matrix (not to be confused
with the universal domainl). The gradient vector eld r is normalized to produce a new
vector eld r ' o with unit magnitude jr ' g 1. The associated scalar eld , serves as
the initial guess for the vSDF. Note that we cannot normalize directly by taking< as in
(23), since this may yield a non-conservative eld for which a scalar potential does not exist.

L . R 2 .
Instead we minimize the energy functional, r ' ¢ X dx, whose Euler-Lagrange equation
IS given by the rst expression in (24).

14
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8 .

Err'o:r X inl

: nr'po=nX on@l : (24)
) "o =0 on

These two PDEs are solved using FEM to give the discretized form of the initial gue'sg.

Figure 9: First image from the left represents scalar heat eld propagated from a point for
a short time step; second image gives the corresponding gradient vector eld; third image is
the vector eld after normalization and the fourth image is the nal associated scalar signed
distance eld.

4.2 Boundary Perturbation

As outlined in section 1, the boundary geometry is inferred via maximum gradient descent
(using the gradient of the objective functionall ). A level set eld | ;is rst projected onto

G by solving the viscous Eikonal problem. The boundary (de ned by ) is then perturbed
linearly in the direction that maximizes the change inJ , moving ' outside the spaceG to
produce a new level set eld . After repeating these steps, we eventually nd the optimal
boundary 7

argminku®  Suk?, ; (25)

whereu? is the velocity data andS is an operator projecting the velocity eldu to the data
space (discussed in section 4.2.1). This section (4.2) outlines the linear boundary perturbation
step.

4.2.1 Model to Data Projection

The data is de ned on a uniform mesh, where the value in each cell is uniform (i.e. a
piecewise constant solution). The discretized velocity eld is piecewise linear and is de ned

15



on a higher-resolution mesh that is adaptively re ned close to the boundary (i.e. cells with
smaller side lengths are used close to the boundary, discussed in section 4.4). In order to

compare these two solutions, an operator projecting velocity elds to the data space must be
designed.

Figure 10: Left gure is example velocity eldu = x?+ y?, right gure is u after projection
to data space ¥ 7 pixel array).

Initially, the L, projection approach was selected, which minimizes the integrated square
di erence between the model and data surfaces. In this case, this involves nding the av-
erage velocity eld value within an area enclosed by a pixel in data space. This requires
us to integrate across the discretized velocity eld, for which we use Gaussian Quadrature
(GQ), a method to e ciently calculate the exact integral of a polynomial. This cannot be
done directly, since the model and data spaces have di erent meshes. In order to apply GQ
across the correct area, we must subdivide model mesh cells to perfectly t within one pixel
in data space. An intermediate mesh is created by combining the data and model meshes.
The data mesh is overlaid on top of the model mesh and a new node (cell corner) is inserted
at each cell boundary intersection. We can then transfer the discretized velocity eld to this
new mesh, nding the values at the newly added nodes via linear interpolation (sinceis
piecewise linear after discretization for our choice of nite element). GQ is then used to nd

the average velocity eld value within the required area, assigning this to the corresponding
mesh cell in data space.

Although implementing L, projection is simple when using serial processing, complica-
tions arise when using parallel-distributed meshes. Initial programs gave good results, such
as the demonstration in gure 10. However, when using adaptively re ned meshes, large er-
rors were observed. Pointwise evaluation gave consistently reliable results without signi cant
compromises on accuracy, and was therefore adopted instead. Future work could involve
replacing this with the original L, projection.
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4.2.2 Speed Field Propagation

Linear perturbations of the boundary geometry are modelled by a speed eld, which speci es
the rate at which an interface moves in space. This eld is dened by = n on , where

n is the boundary normal and is a scalar function on . The optimal is calculated to
induce the largest reduction inJ (discussed in section 4.2.3).

In propagating changes due td/ across the vSDF, we must ensure that the new eld
remains as close to the spadg as possible in thel, norm. We therefore attempt to preserve
the property jr ' j 1 everywhere while ensuring the new eld is 0 at the new boundary.
This is done by rst taking the normal extensions of the eld: lines following the path of
maximum gradient, shown in gure 11. These lines are then translated inwards or outwards
such that they pass through 0 at the new boundary. Provided the step size is small enough,
the gradient magnitude of the resulting eld will be close to 1 everywhere. The boundary
propagation problem is described by the following set of equations:

; (26)

r

n =sgn' )——
gr()JrJ
<n r'% ", '0=p in |

1 0 @:
+@ 0 on

wheren is the (signed) normal extension at a given point;. o is the propagation arti cial
viscosity parameter and °is the perturbation eld to be added to the vSDF.

; (27)

Figure 11: Image illustrating the normal extensions of a vSDF with a circular boundary.

The rst expression in (27) describes how the gradient of is preserved:n r ' %is forced
to 0, save for a viscous term added for numerical stability and boundary smoothing. After
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perturbation ( new = ' + ' © where is the step size), the gradient of in the normal
extension direction remains almost unchanged, as desired. The boundary condition othen
ensures that' %is almost equal to  on the previous boundary, moving the new intercept
outwards by . After discretizing ' ° we obtain the following system of linear equations:

Z Z Z
Aj ="o Tor a0 ) pdkd ek (28)
| | |
b; = ’ —jr ] @ pdx (29)
] |h2 @I | )
Ajj "‘joz bi ; (30)

where'~%is the discretized perturbation eld.

4.2.3 Shape Derivative Problem

A shape derivative problem involves computing how a functional changes when the shape
of a domain is perturbed by small deformations, for which we employ the adjoint method
(discussed in section 4.2.4). The augmented objective functional for this problem is given by:

172 y
J(uv;)= 5 I(u? Su?dx+ v( u 1)dx (31)

wherev is the adjoint eld. To perturb the boundary in the correct direction, we must nd
the maximum gradient of J with respect to . We rst calculate the sensitivity of J to
changes in . The domain is perturbed from to in the direction of the speed eld
V, sou becomesu and v becomesv . The shape derivative of] with respect to domain
perturbations is therefore:

d 1% ,
DJ(uv;) 1= — = (U Su)“dx + (32)
d 2. -0
d Z
— v( u 1)dx ; (33)
d o
which becomes (after integration by parts):
z z z
2 @b @v
v SY(u? Su) uldx+ v—dx u=dx 34
( ) @ @ (34)
whereu®= diu ] =0 IS the shape derivative otl, is a perturbation of the domain andSY is

the adjoint of operator S (i.e. the data to model space projection operator). In order to reduce
this problem further, we nd the adjoint eld v that satis es the equation v = SY(u” Su)
in andv =0 on , discussed in the following section. This only leaves the third term:
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uogvdx

D J(uyv; = 35
(uvi)l 1 @ (35)
We must now nd the shape derivativeu®. The Reynold's transport theorem is employed for
this purpose, which states that for bulk integrals of a functiorp: !<
d Z z z
T pdx = pldx+ p(V n)dx ; (36)
=0
and for boundary integrals:
7 z " ! #
d @v
— dx = 0+ =+ V n) dx 37
g p . Pt @t P (V n) (37)

wherep®= dip j =0 is the shape derivative op and is the summed curvature of . Applying
these to the variational form of the Poisson equation and its Dirichlet boundary condition
yields the shape derivative problem fou®

8
< uw=0 in
(38)
- @
w= g on
Substituting this boundary condition on into (35) gives:
D Juv) ]= © ey (39)
'S @@ :
This can be rewritten as the inner product:
. @uav
DJ; i= ——; ; 40
@@ (40)

so the value giving steepest descent is %“%V. A full derivation of this result is included in
Appendix A. The following sections detail the calculation of the adjoint eldv and velocity
eld u.

4.2.4 Adjoint Problem

Without the adjoint method (e.g. using a nite di erence scheme), this problem becomes
computationally intractable. The velocity eld would need to be recalculated for every change
in the boundary, which is de ned by a large number of parameters. The adjoint method
functions similarly to back-propagation in neural networks: instead of computing gradients
with respect to each parameter individually, it solves a single auxiliary PDE giving all the
sensitivities in a single adjoint eldv. This PDE is given by:
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< v=S(U’ Su) in

v=0 on 4D
Discretization of v then leads to the following set of linear equations:
z z
Aij:ZIr i rojdx+ |ﬁjr Jiojdx (42)
b; = | iSY(u? Su)ydx (43)
Ajv =bi ; (44)

where v is the discretized adjoint eld. Due to the use of a diuse domain, the adjoint
eld su ers from the same attening a ect across the smoothed delta function as the vSDF
(discussed in section 4.1.2). Unfortunately, we are unable to provide a varying boundary
condition in this case, since the gradient of in the normal direction is not knowna priori.
However, in calculating we only require %" across the smoothed delta function support
region. This can be approximately obtained by expanding the boundary outwards bysuch
that the eld has non-zero gradient across the smoothed delta function, illustrated in gures

11 and 12. We can represent this expansion through a modi cation of the indicator function
expression:

; 1+tanh —— ; (45)

Figure 12: Diagram describing outward expansion of boundary so that eld is non-zero within
smoothed delta function support region.
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Figure 13: Plots of slices taken ayy = 0, zoomed into the boundary. Brown line is the
smoothed delta functionjr | scaled up, blue line is the adjoint eldv, orange is the normal
Poisson solutionu, green is the Poisson solution after extra boundary expansiany, (dis-
cussed in section 4.2.5). Note that and ue,, have non-zero gradient through the smoothed
delta function support region.

4.2.5 Poisson Problem

The Poisson problem is a linear PDE giving the velocity eld for a given boundary and
forcing eld (in this case set to 1). The PDE can be written as follows:

8
< = i
u=1 in : (46)
u=0 on
which when discretized gives:
z z
Aij=Z|r i r jdX+ Iﬁjr J i jdX ; (47)
bi = i dx ; (48)
|
Aij o = bi ; (49)

wherett is the discretized velocity eld. As was the case in the adjoint problem, the solution
is attened in the smoothed delta function region. This is undesirable since it will simply
yield a value of 0, so no boundary perturbation will occur. The same boundary expansion
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method is applied to remedy this, as described in the section above. In this instance, the
boundary is expanded by two di erent values. The rst gives the expanded velocity eld
Uexp, Used in nding . The second ensures the eld reaches approximately O halfway into
the smoothed delta function, giving the normal velocity eldu.

426 Area Check

When white noise is fed as input data, we observe that the boundary geometry shrinks,
attempting to over t the noise, until an error is produced (probably when the level set eld

no longer has any intercept at 0). A simple area check is used to prevent this, terminating
the program once a certain threshold is reached. The area can be easily calculated using:

4
] dx (50)

4.3 Uniform Mesh Data Assimilation

Figure 14: Annotated diagrams showing the initial, nal inferred and true boundary geome-
tries for two di erent sets of example data, with the true Poisson ow in the background
(ow velocities are plotted on a colour scale).

Initially, both the model and the synthetic data were de ned on the same mesh with uniform
grid size, such thatS and SY were equal to the identity matrix. The vSDF, boundary prop-
agation, Poisson and adjoint problem solvers were integrated into one complete assimilation
program, with  being recalculated for each iteration. The assimilation process improved the
t between data and model predictions, but was not yet su ciently accurate. The program
appeared not to capture sharper features well, nding a boundary geometry that remained
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